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Cloudy with a chance of … pain?

• Large scientific databases in the cloud

– On-demand resources very attractive to scientists who 

don’t want to become data managers

– But how easy is it really?

• Getting the data into the cloud

– Partition the data

– Migrate data to the cloud

• Querying the data in the cloud

– Deal with distributed databases

– Divide and conquer query workload

– Query tiling prototype
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Data partitioning (slicing)

• Size limits for database instances

– Amazon EC2: 1 TB, Microsoft Azure: 10 GB!

• Large datasets will have to be partitioned

– 1 TB partitions not too bad

– Much smaller partitions may be problematic

• Use GrayWulf slicing schema

– Shared data store architecture

– Deployed on 3-tier GrayWulf hardware

– Used for Pan-STARRS science database
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Pan-STARRS data slicing
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Migrating data to Amazon EC2

• 1 TB data size limit (per instance)

• SDSS DR6 100 GB subset: BestDR6_100GB

– Actually more like 150 GB

– Large enough for performance tests, small enough to be 

migrated in a few days/weeks

• Several manual steps to create DB 

instance

• Could not connect to DB from outside

• Preliminary performance test, but without 

optimizing within cloud
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Steps to create DB in EC2

• Create “snapshot” of database first

• Create storage for DB: 200 GB EBS volume

– Instantiate snapshot as volume of required size

• Create SQL Server 2005 Amazon Machine 

Image (AMI)

– AMI instance from snapshot

• Attach AMI instance to EBS volume

– Creates running instance of DB

• Get Elastic IP to point to instance
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Performance comparison

• GrayWulf vs EC2

• SDSS Test Query 

Suite (35 test 

queries)

• Average of 

several runs

• But default EC2 

configuration

– No perf tweaks
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Migrating data to Microsoft Azure

• 10 GB data size limit ( 50 GB yesterday!)

• SDSS DR6 10 GB subset: BestDR6_10GB

• Two ways to migrate database

– Script it out of source db (very painful)

– Use SQL Azure Migration Wizard (much better!) 

• Produces huge trace of errors, items skipped

• But does produce working db in Azure

• Ok, so data is in Azure, but at what cost?!

– Meaningful perf. comparison not possible

– Dataset too small, schema features stripped
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Unsupported MS-SQL features

• References to other databases 

– Can’t run command (including SQL) scripts (Master DB)

• Global temp objects

– Can’t use performance counters  in test query suite

• T-SQL directives 

– e.g., to set the level of parallelism

• Built-in T-SQL functions

– Probably can do without these for now

• SQL-CLR function bindings 

– Can’t use our HTM library

• Deprecated features 

– Lose the SQL Server 2000 baggage
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“The one who says it can’t be done should 

never stop the one who’s doing it.”

Anon.

Hope to hear more positive experiences in 

SciencCloud2010 next week.
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Tetra – Query Tiling Prototype

• Fast queries for large distributed DBs

– Nolan Li’s Ph.D. thesis

• SQL middleware

– Intercepts expensive queries, converts to 

predictable set of cheaper,independent queries

– Sophisticated crawler

• Advantages:

– Job management – via rate of tile execution

– Faster feedback – # tiles done vs remaining

– Better fault tolerance – tiles checkpointed

– No time constraint on original query
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Tetra Overview

• Parse Query

– Link query to database structures

– Optimize query for tiling

• Produce abstract query plan

– Use representative sampling of data

– Determine how each table should be tiled

– Use table relations to determine overall 

execution plan

• Execute plan

– Persistent engine executes plan, balances 

load between multiple tiled queries
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Tiling in action (single table)

• Each SELECT 

in Statement B 

is a tile

• UNION of tiles 

= Statement A

• Tiled and non-

tiled times
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Conclusions

• Migrating databases to the cloud not easy!

– Large DBs will have to be partitioned

– Even migrating smaller DBs not trivial

• Are these problems limited to SQL Server DBs?

– Haven’t even talked about economics yet

• Need a way to handle expensive queries 

on large distributed DBs

– Query tiling prototype - Tetra

– A crawler that the user doesn’t have to write

– Several advantages over monolithic engine
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